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The Tooling Gap in HPC Research and Analysis
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Fig. 2. The four types of data analytics [T0].
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The Tooling Gap in HPC Research and Analysis
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The Tools are Lacking for Nuanced Analysis
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Can LLMs Help?

e T
PN Prescriptive | * What should | do about it?

b= Analytics | * Control theory, optimization
AR I 4
(k]
sl 7 | )
m - -

Predictive : = What will happen?

Analytics | * Regression models, simulators
£ I
bl
c I ™

Diagnostic : « Why did it happen?
- Analytics | * Root cause analysis, debugging
— I _.J
‘5
E 4 I ™
T Descriptive : « What happened?

\/ Analytics | * Data processing, dashboards
. | A

Fig. 2. The four types of data analytics [T0].

L 4

[1] A. Netti, W. Shin, M. Ott, T. Wilde, and N. Bates, “A Conceptual Framework for HPC Operational Data Analytics,” in 2021 IEEE International Conference on Cluster Computing (CLUSTER), Sep. 2021, pp. 596—603. doi: 10.1109/Cluster48925.2021.00086.

-[§) THE UNIVERSITY OF CHICAGO

CHICACS [evmryname | @ schooiname | @ UChicago Entity Name

SECOND LINE



https://doi.org/10.1109/Cluster48925.2021.00086

Can LLMs Help?
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Al weak at complex visualization and modeling?

Polaris HPC — Queue Wait Time Analysis (2025)

ALCF Polaris - 262,700 jobs - Jan-Dec 2025 - Top & queues by volume

Hypothesis: Within comparable job sizes (grouped by quartiles of NODES_REQUESTED), median QUEUED_WAIT_SECONDS differs across QUEUE_NAME.

Chart 1 — Median Wait by Queue, Faceted by Node-Size Quartile (log scale)
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Issues even with good generation.

Polaris HPC — Queue Wait Time Analysis (2025)

Iam going to give you a dataset. Can you please produce an altair ALCF Polaris - 262,700 jobs - Jan-Dec 2025 - Top & queues by volume —

visualization that allows me to test the following hypothesis 'Within
comparable job sizes (grouped by quartiles of NODES_REQUESTED), median
QUEUED_WAIT_SECONDS differs across QUEUE_NAME." against this

Manual data uploads dataset.
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Translation Fidelity

Natural Language: “Is there a positive correlation between my system’s GPU
utilization and my system’s power usage?
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Translation Fidelity

Natural Language: “Is there a positive correlation between my system’s GPU
utilization and my system’s power usage?

How can we measure this drift systematically
and fix this issue”?
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Semantic Invariants

Natural Language: “Is there a positive correlation between my system’s GPU
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Semantic Invariant Example — Quantity of Interest

Natural Language: “Is there a positive correlation between my system’s GPU
utilization and my system’s power usage?

Spearman rho = 0.877 (95% CI 0.876 to 0.878), n =200,000, p=0 -> SUPPORTED at p <0.01
1004 log10(count)

GPU_POWER_USAGE_AVG perce

30 40 50 60 70
GPU_UTILIZATION_AVG percentile rank
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Semantic Invariant Example — Quantity of Interest

Natural Language: “Is there a positive correlation between my system’s GPU
utilization and my system’s power usage?

Spearman rho = 0.877 (95% CI 0.876 to 0.878), n =200,000, p=0 -> SUPPORTED at p <0.01
1004 log10(count)
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30 40 50 60 70
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Semantic Invariant Example — Quantity of Interest

Natural Language: “Is there a positive correlation between my system’s GPU
utilization and my system’s power usage?

Spearman rho = 0.877 (95% CI 0.876 to 0.878), n =200,000, p=0 -> SUPPORTED at p <0.01
100

rogto(coun Semantic Invariants

A checklist of semantics
expressed by the natural
language translation that
should not change during
the translation process.

GPU_POWER_USAGE_AVG perce

30 40 50 60 70
GPU_UTILIZATION_AVG percentile rank

THE UNIVERSITY
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Semantic Invariants

Natural Language: “Is there a positive correlation between my system’s GPU
utilization and my system’s power usage?

- |Is there modeling or

uncertainty in the hypothesis?

(uncertainty, modeling)

What is the hypothesis about?

(quantity, comparator, referent)

- Are there any filters or groups
defined over the data?
(conditioning)
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Semantic Invariants

Natural Language: “Is there a positive correlation between my system’s GPU
utilization and my system’s power usage?

- |Is there modeling or

uncertainty in the hypothesis?

(uncertainty, modeling)

What is the hypothesis about?

(quantity, comparator, referent)

- Are there any filters or groups
defined over the data?
(conditioning)
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Semantic Invariants

Natural Language: “Is there a positive correlation between my system’s GPU
utilization and my system’s power usage?

- |Is there modeling or

uncertainty in the hypothesis?

(uncertainty, modeling)

What is the hypothesis about?

(quantity, comparator, referent)

- Are there any filters or groups
defined over the data?
(conditioning)
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Semantic Invariants

Natural Language: “Is there a positive correlation between my system’s GPU
utilization and my system’s power usage?

- |Is there modeling or

uncertainty in the hypothesis?

(uncertainty, modeling)

What is the hypothesis about?

(quantity, comparator, referent)

- Are there any filters or groups
defined over the data?
(conditioning)
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Semantic Invariants

Natural Language: “Is there a positive correlation between my system’s GPU
utilization and my system’s power usage?

Provides us with a model to evaluate that critical human

intent is preserved when working with LLMs for complex
tasks.

(conditioning)

| @ UChicago Entity Name



Translation Fidelity

Natural Language: “Is there a positive correlation between my system’s GPU
utilization and my system’s power usage?

How can we measure this drift systematically
and fix this issue”?

| @ UChicago Entity Name



Translation Fidelity

Natural Language: “Is there a positive correlation between my system’s GPU
utilization and my system’s power usage?

How can we measure this drift systematically
and fix this issue?

| @ UChicago Entity Name



Prompt Engineering — Highly Specific and
Unscientific

“Be absolutely, completely,
certain NOT to use these
visual marks.”

“Were those interventions
effective?”

“You are an expert in
statistical analysis and HPC.”

Oe
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Using the power of formal grammars to scaffold
LLM “thought.”

HHHARHHHEHEH SRR R AR AR AR R
# Hypothesis spine (all versions)
HHHARHHHEHEH SRR R AR AR AR R

hypothesis 1- event
event WITHIN partition
event ACROSS partition
event ACROSS partition WITHIN partition

event :- guantity comparator referent
quantity P referent
quantity comparator b

referent :- const | func(var (, var)*)

comparator - » | « ; < = | BETWEEN | IN

-[§E) THE UNIVERSITY OF CHICAGO E . .
E{EHUNIIE:EXIES ‘ ENTITY NAME | & SCHOOL NAME @ UChicago Entity Name

SECOND LINE




Defining a hypothesis using a formal grammar.

HRAHRHAE AR R R R R
# Hypothesis spine (all versions)
HHREHRHAE R RRRHRR R R R

event

event WITHIN partition
event ACROSS partition
a2ve

hypothesis

nt ACRO5S5 partition WITHIN partition
quantity comparator referent
quantity P referent
quantity comparator b

referent :- const | func({var (, var)¥*)

comparator - > | < : < = | BETWEEN | IN

:ﬂ& THE UNIVERSITY OF

CHICAGO ‘ ENTITY NAME

‘ @ UChicago Entity Name

All formal hypotheses are claims about an event
that data captures.

An event describes a relationship between a
quantity of interest and reference value?

An example in the HPC space:

Natural Language: “Is there a
positive correlation between my
system’s GPU utilization and my

system’s power usage?



Using the power of formal grammars to scaffold
LLM “thought.”

Natural Language: “Is there a positive correlation between my system’s GPU

utilization and my system’s power usage?
LET

EXPR @e.rho := CORR(
GPU_UTILIZATION_AVG,
GPU_POWER_USAGE_AVG

);

PREDICATE @p.sig := p_value(
spearman_test(
[GPU_UTILIZATION_AVG],
[GPU_POWER _USAGE_AVG]

)
) < 0.01

IN

@e.rho WHERE @p.sig >0

E{HUI\IIE:AGO ‘ ENTITY NAME —J SCHOOL NAME | @ UChicago Entity Name
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Semantic Invariants

Natural Language: “Is there a positive correlation between my system’s GPU
utilization and my system’s power usage?

Spearman rho = 0.877 (95% CI 0.876 to 0.878), n =200,000, p=0 -> SUPPORTED at p <0.01
100

rogto(coun Semantic Invariants

A checklist of semantics
expressed by the natural
language translation that
should not change during
the translation process.

GPU_POWER_USAGE_AVG percentile r

30 40 50 60 70
GPU_UTILIZATION_AVG percentile rank
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Translation Fidelity

Natural Language: “Is there a positive correlation between my system’s GPU
utilization and my system’s power usage?

IR: LET Visualization:

Hypothesis: CORR(GPU_UTILIZATION_AVG, GPU_POWER_USAGE_AVG) > 0, significant at p < 0.01
EXPR @e .rho :=CO RR( Joint distribution: GPU utilization vs. GPU power draw (red = median power per bin) Spearman test of @e.rho with @p.sig (p < 0.01)

G P U—U TI L I ZAT' O N—AVG ! o Spearman rho (CORR of ranks) 0.8766
GPU_POWER_USAGE_AVG )
)’ Pearson rho 0.7997
P RE D I CATE @p . S|g = p_Va I Ue( § 2 Spearman test p-value < 1e-300
spearman_test( u 1
[GPU_UTI LIZATION_AVG], §| Significant at alpha = 0.01? YES
[GPU_POWER_USAGE_AVG] i 0
) 5 rho > 0 (positive)? YES
) < 0.01 8
Hypothesis supported? YES
IN
n (sampled rows) 200,000
@e.rho WHERE @pSIg >0 ° o 10 20 30 40 50 60 70 80 s 100

GPU_UTILIZATION_AVG (%)

g “@EE| THE UNIVERSITY OF CHICAGO : . .
CHICAGQ | ENTITYname | @) scHooL Name ‘ @ UChicago Entity Name

~ SECOND LINE



Translation Fidelity — Grammar Guided

Natural Language: “Is there a positive correlation between my system’s GPU
utilization and my system’s power usage?

IR: LET Visualization:

Hypothesis: CORR(GPU_UTILIZATION_AVG, GPU_POWER_USAGE_AVG) > 0, significant at p < 0.01
EXPR @e .rho :=CO RR( Joint distribution: GPU utilization vs. GPU power draw (red = median power per bin) Spearman test of @e.rho with @p.sig (p < 0.01)

G P U—U TI L I ZAT' O N—AVG ! o Spearman rho (CORR of ranks) 0.8766
GPU_POWER_USAGE_AVG )
)’ Pearson rho 0.7997
P RE D I CATE @p . S|g = p_Va I Ue( § 2 Spearman test p-value < 1e-300
spearman_test( u 1
[GPU_UTI LIZATION_AVG], §| Significant at alpha = 0.01? YES
[GPU_POWER_USAGE_AVG] i 0
) 5 rho > 0 (positive)? YES
) < 0.01 8
Hypothesis supported? YES
IN
n (sampled rows) 200,000
@e.rho WHERE @pSIg >0 ° o 10 20 30 40 50 60 70 80 s 100

GPU_UTILIZATION_AVG (%)

g “@EE| THE UNIVERSITY OF CHICAGO : . .
CHICAGQ | ENTITYname | @) scHooL Name ‘ @ UChicago Entity Name
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We can use semantic invariants to measure drift
across many trials.

A5 — NL—VIS Similarity by Scoring Method and Condition (95% CI)
Exact

condition

.. But the quantity itself is usually
better preserved by the LLM
alone with no grammar.

Greedy BoW list Jaccard

Some aspects of the quantity are
better preserved by the grammar
interventions.

: = EHEIUNIVERSITYIOFICHICAGO; E3 . .
@ CHICAGO ‘ ENTITY NAME &9 EH Ns E&EE ‘ @ UChicago Entity Name



We can use semantic invariants to measure drift
across many trials.

A5 — NL—VIS Similarity by Scoring Method and Condition (35% CI)
Exact BoW cosine

Greedy BoW list Jaccard

Referents and comparators are
often better preserved by the
grammar.

Mean Similarity, ci_lower
Q 2 2 2

@) THE UNIVERSITY OF ‘ ENTITY. NAME YT NN
& CHICAGO ~  SECOND LINE

‘ @ UChicago Entity Name



We can use semantic invariants to measure drift
across many trials.

cccccccccccc

mmmmmmm

Grammar-based interventions to scaffold LLM thought

show promise, but more work is needed.

Referents and comparators are
often better preserved by the

grammar. S y o




Returning to the problems with nailve analysis approaches.

Polaris HPC — Queue Wait Time Analysis (2025)

Iam going to give you a dataset. Can you please produce an altair ALCF Polaris - 262,700 jobs - Jan-Dec 2025 - Top & queues by volume —
visualization that allows me to test the following hypothesis 'Within
comparable job sizes (grouped by quartiles of NODES_REQUESTED), median

Hypothesis: Within comparable job sizes (grouped by quartiles of NODES_REQUESTED), median QUEUED_WAIT_SECONDS differs across
QUEUED_WAIT_SECONDS differs across QUEUE_NAME." against this

Manual data uploads dataset.
to propri etary Chart 1 — Median Wait by Queue, Faceted by Node-Size !nyui‘rrtil’e Fljg f:ale,) o
software platform.

Each panel = one node-size quartile. Compare ba

Please share the dataset and I'll build the Altair visualization for you! .
v Node-Size Quartile
Q1 {1 node) Q3 (1-2 nodes) Q4 (>2 nodes)

No guarantees
of translation

ANL-ALCF- M Q4 (72 nodes)
POLARIS_20:
01_20251231csv.

Median Wit (log scale)

" fidelity between
! | ' S— natural
ii 1 I language and

15—

Now I have everything I need. Let me build a rich Altair visualization as an HTML artifact:

V2 lld *‘:f S LIS visual
representation.

The visualization has two complementary panels:

Chart 1 — Grouped bar chart with IQR whiskers (log scale): Each queue is a group, bars are
colored by node-size quartile, and the vertical rules show the interquartile range of wait
times. This directly exposes whether median wait shifts within the same quartile as you

MOVe across queues.
) . Chart 2 — Heatmap: Median Wait across Queue x Node Quartile
s = node quartiles, color Color = log(median wait). Dark red = long wait. Empty cells = queue has no jobs in that size b
in each column (same
-2en
Key findings supporting the hypothesis: I
Within Q4 (>2nodes), medium has a median wait of ~ 5 i £
H demand 171
fill-small ,and demand sitat7-33s— a~3,000x differenc z b
H small
Within Q1 (€1 node), preemptable 5~3,4895 vs. debug | debug ling atjusté & 1005
backfill-small
s 105
debug-scaling
The hypothesis is strongly supported: queue identity matters far more than job size in -
debug

Dow n I oad an d determining wait time on Polaris. o e 2ot
manual inteqgration ol waitiz
into notebook and

analysis workflows _
necessary. No provenance on production
of visualizations and report.

-[§E) THE UNIVERSITY OF CHICAGO

THE UNIVERSITY OF ‘ ENTITY NAME | @& SCHOOL NAME @ UChicago Entity Name

CHICAGO
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Part 2: Integrating Effective Visualization into
Common Workflows
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HPC Systems Analysis and Research Currently

YOMOD et st 1 10 v persostzea nometon A © reout SoRosamap [comac Us- @ e -

Summary || Usage | About

Duon: (703 - St 20220512 |[3 End: 20220518 (3 Refresh

Resource = Summit

Total

m
u-testing z
ssky-preemptable £
sknl 2

CPU Hours:

Focus on

Short Term
Streaming
e Data

anca Total Hours per Partition <07] ResourcesAlpine 27| Total CPU Hours By Resource (Top 10)

o I summit
B I Blanca
. Alpine

Resource = Blan ___ pjanca

hana?

Tol

Grap

CPU Hours:

XDMoD' P e ol el o e S

e L] o i . i

cnes " 3 - - - - - - - f: %76

Vi i = R . S S G S G S o
Individual Line Charts Show . M . il L SR T S S S—
Trends but Elide Distributions . T, S S S SR (SN S S SR
Conditionally- ‘ < , rJi fpum e el s S e s g g S

useful fixed = s i vl i vl v v v el

Using basic visual idioms that organization of jobs

can be supported by any out of _
the box VIS software in a Not designed or

Notebook evaluated using
formal HCC methods

Furlani, Thomas & Schneider, Barry & Jones, Matthew & Towns, John & Hart, David & Gallo, Steven & Deleon, Robert & Lu, Charng-Da & Ghadersohi, Amin & Gentner, Ryan & Patra, Abani & von Laszewski, Gregor & Wang,
Fugang & Palmer, Jeffrey & Simakov, Nikolay. (2013). Using XDMoD to facilitate XSEDE operations, planning and analysis. ACM International Conference Proceeding Series. 10.1145/2484762.2484763.
Labs, Grafana. "Grafana Documentation." 2018. https://grafana.com/docs/.

t
-
+

'
t
{dtd it
g
O T
ot
|
|

t
+
+
1

Nguyen, Ngan, Tommy Dang, Jon Hass, and Yong Chen. "Hiperjobviz: Visualizing resource allocations in high-performance computing center via multivariate health-status data." In 2079 IEEE/ACM Industry/University Joint
International Workshop on Data-center Automation, Analytics, and Control (DAAC), pp. 19-24. IEEE, 2019.
& \ULLANLANT | | SECOND LINE |




HPC Systems Analysis and Research Currently

) Launcher
| + ¥

[1]:

g

Scripting Space

o

‘Summary | Ussoe | About
e @7 - sun 200512 [Jens comaste [ 3 e

Sume WatTimeper b por Qe

Resource = Summit

sgpu
T chas-interactive
Ssiq

X [A demo_notebook.ipynb

O » m C » Code v Notebook [7 & Python 3 (ipykernel) O
& S5 preemptable
ssenv. ANYWIDGET_HMR=1 ® NS |
import pandas as pd
from guidepost import Guidepost
from IPython.display import HTML e ——— S —
import json Resource = Blan blanca
blanca-lundauis
# jobs_data = pd.read_csv("../data/ANL-ALCF-DIC-POLARIS_20250101_20251231.csv.gz", compression='gzip')
jobs_data = pd.read_parquet("../data/esif.hpc.kestrel.job-anon/year=2025/month=1/kestrel_jobs_202501_0.parquet")
# jobs_data = pd.concat([jobs_data,pd.read_parquet("../data/esif.hpc.kestrel.job-anon/year=2025/month=2/kestrel_jobs_202502_0.parquet")])
# Randomly retain 50% of the combined rows
# jobs_data = jobs_data.sample(
# frac=0.3,
# random_state=42,
# ).reset_index{drop=True)
env: ANYWIDGET_HMR=1
jobs_data.head(5).T
0 1 2 3 4
id 6488862 6488861 6488860 6488869 6488844
job_id 6488862 6488861 6488860 6488869 6488844
array_pos NaN NaN NaN NaN NaN
array_range NaN NaN NaN NaN NaN
name_hash 0e72d17 0e72d17 0e72d17 0e72d17 0e72d17
user_hash ce1d591 ce1d591 ce1d591 celd591 celd591
account_hash 341beds 341beds 341be4s5 341beds 341beds
submit_line_hash 5e9d770 5e9d770 5e9d770 5e9d770 5e9d770

THE UNIVERSITY OF CHICAGO
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HPC Systems Analysis and Research Currently

Scripting Space Visualization Space

N Most ‘. 38 H;;}lS 2.;10.!; s 63?_5&8
Complicated

J\ U pyte r Analysis

) Requires Both |~

onactve- @t

KD @ Torcacny

L 21 B Wk i o 0 o Quve <i3) | awne £13 Yot o Pt B0
. gl e = Summit Resource = Blan ___ pjanca-iundquist Resource = Alpine Resource = Summit
anca-ngpd
e sgpu bianca-papp shas
¢ T Rainteractive fanca-e Sopu
—_— S5l blanca-curc 3 Sen
4 Launcher X | [A demo_notebook.ipynb X |+ a ssky-csu-rsp blanca & o ﬁﬁ smem
) Shay blanca-curc-gpu Sy
B+ XD » = C » Code v Notebook [7 % Python 3 (ipykernel) O — shas-esting e boo / e
sgpu-testing blanca-casa — 0b ssky-preemptable
“eky-preemptable blanca-csdms S \ Shas-testng
— -3 v blanca-choe.rdi \ Sgpu-testing
[1]: | %env ANYWIDGET_HMR=1 (o] v &EFE blanca-ceae —— a2100-uch  —— amilan-uch  —— atesting
i 113! ainteractive ami100-uch —— aal00-amc o — ——
import pandas as pd e 23100 % 2205 amn-08-2 "
from guidepost import Guidepost
from IPython.display import HTML s T Hours r Pariion 212) Nesoueenhp ~ userD:  hostsi  jobs: CPUITempi  CPUZTemp:  Wwletlempi  Memoyussg.: Fanispeed:  FanZspeed:  Fondspeed:  Fandspesd:  Pomerconsu.: UsageWhe
import json Resource = Blan ___ pjancy s —»- = — = - A 08
B s u [ . T - » " e
# jobs_data = pd.read_csv("../data/ANL-ALCF-DJC-POLARIS_20250101_20251231.csv.gz", compression='gzip') ) snatvan o [} [ F F F F |- 201
Qo w - - - - - - — wre
jobs_data = pd.read_parquet("../data/esif.hpc.kestrel.job-anon/year=2025/month=1/kestrel_jobs_202501_0.parquet") A ise 2 [ S | = -+ 190
# jobs_data = pd.concat([jobs_data,pd.read_parquet("../data/esif.hpc.kestrel.job-anon/year=2025/month=2/kestrel_jobs_202502_0.parquet")]) . - e e o
# Randonly retain 50% of the combined rows w i - — — H s
# jobs_data = jobs_data.sample( i — & . e s
# frac=0.3, - = - - + 1022
# random_state=42, il - - - . 5
# ).reset_index{drop=True) 2 g Ly i1 i .
l env: ANYWIDGET_HMR=1 - —— —
jobs_data.head(5).T it 3 LR
@ oo 2 1 i 4
0 1 2 3 4 Qs i { {
id 6488862 6488861 6488860 6488869 6488844 i 2 T L)
@ o0 2 — - - i . -
job_id 6488862 6488861 6488860 6488869 6488844 @ 4 3 % B! i 3! s
array_pos NaN NaN NaN NaN NaN :’"’"""’ 2 + 1 1 + + + 1 54
array_range NaN NaN NaN NaN NaN L1 4
name_hash 0e72d17 0e72d17 0e72d17 0e72d17 0e72d17 T, T
user_hash ce1d591 ce1d591 ce1d591 celd591 celd591 i k!
account_hash 341beds 341be4s 341be4s 341be4s 341be4s il i
submit_line_hash 5e9d770 5e9d770 5e9d770 5e9d770 5e9d770 L L

g E{EHUI\IHE:EXIES ‘ ENTITY NAME @ SCHOOL NAME @ UChicago Entity Name
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Spanning Visualization and Scripting with Guidepost

No. of Records Selected for Export: 1625 Group: standard
8.4k m-m
100k
=
880
E S 10k
g 2
@ =
i| g 1k
g2 o9 o
2 3
@
8 g w
&
-
9.6 10 = - SEE
—
- [ N N - '--"ﬂll -'—--'I--l-l l-“'
. I . I - 1 B e .
1.0 1 T T T T 1 T 11T T T T T T 11717 LU R e e T T ' 1
1 2 3 4 10 20 30 40 100 200 300 400 1k 2 3k 4k 10k 20k 30k 40k 100k 0 100 200 300 400
250 1,500
200
150 1,000
1$ 500
n T T T T T T T T T T T T T 1 e T T T T T T T T - 01171
) 3 4 10 20 30 40 200 300 1k 2 3k 4k 10k %(;BL&%
sue wait nredrlou] “’-?:9’?.5;’ Prg "“’a:‘f
df = gp.retrieve_selected_data() df = gp. retrieve_selected_datal)
df = gp.retrieve_selected_data() df['queve_wait'].describe() 571 [df descrivel
5718 Job_id priority  gos_num  mem_req gpus_req processors_req nodes_req walldock_req_log  amay_pes .. gpu_nof
df['queue wait diff'l = df['queue wait pred'] - df['gueue wait'] :‘:::‘t g:gggg?g: 0400006+02 8040000e+02 804000000 B040000e+02 8040  BOA00D0O0 BO4.000000 £04000000 804000000 .,
df[['queue_wait_pred', 'gueue_wait', 'queue_wait_diff']].mean() ctd B8638 . 167137 3249360407 23109490408 2126866 13039780+05 a0 7798020 1253731 9009181 2155473 ..
min 3.960000 4509790405 11563450408 0336748 54499790405 a0 59682645 1685885 0774840 11139194
queue_wait_pred 166.027206 25% 4749.500000 253693s+07 1890473e+07 1000000 2048000s+04 00 1000000 1000000 5704118 0000000 ...
queue_wait 104780.352941 50% 21924.580000 1301054407 12606290408 2000000 85248009404 00 1000000 1000000 5
queue_wait_diff -104614.325739 75% sgg;?;;zgggg 3254200407 24526606408 2000000 85248002+04 00 1000000 1000000
dtype: float64 max '
¥p / Name: queue wait, dtype: float6d 3530660407 33034660408 2000000 B524800+04 00 36000000 1000000
1.370262e+07  4.673507e+08 3000000 1.500000e+07 oo 152000000 32.000000
[ 1: #caclulate r2 valves for subselected data [181:  dfl'user'].describe()
get_r2_for_pred(df, "queue_wait", "gueue_wait_pred")
ML Researcher Jobs Data Analyst HPC User:
bqueue_wait_pred)

@i THE UNIVERSITY OF ;]| THE UNIVERSITY OF CHICAGO

CHICAGQO| evmmynave | @ scuootname | & UChicago Entity Name
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Guidepost Overview

No. of Records Selected for Export: 0 Group: short
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Where Guidepost Fails, and Al Naturally Fits In.

Group: standard

No. of Records Selected for Export: 1625
8.4k

°
880
3 =
- =4
O £
b =
N kb
@
g2 e o
H 3
@2
8 &
g
28
10 | | | [ [
1 2 3 a 10 20 30 40 100 200 300 400 1k 2% 3k 4k 10k 20k 30k 40k 100k o 100 200 300 400
250 1,500
200
150 1,000
100 500
50
= T T T T T T 17171 T T T—T T T1TTTT T T \I\I\IIk 2Ik lk Ik"“”k T o P P
2 3 a 10 20 30 40 100 200 BDGAﬁ)ﬂ 1 3k 4 10l %, %\ o,
sue wait pred(loa) 0"”@5"@ R
df = gp.retrieve_selected_datal) T T T
df = gp.retrieve_selected_data() df[*queue_wait'].describe() 571+ [dr- descrive
716 jobd  pridly  cosum  memyeq gpusseq processorseq nodesseq welkdocksealog smaypos .. gpum
41" queue_wait diff'] = df[*queue wait pred'] - df['queue wait'] count  20468.600000 040000007 80400000007 SOATOOOTD SOMOOOMCZ 804D 80ACADO00 BOSC00000  SD40O0000. SDACRDO0D. .
41 ([ quevs waif pred’, 'gueus wail., ‘gueue wait diff']].m mean  59750.131620 S aeeas L RS 00 TR 2w ow  2wses
[[*queue_wait_pred', 'queue_wait', 'queue wait diff']].mean() std 88630.197137 5 . " " "
i 3 600000 4BOSTIN0S LISEMSe0S  OITME S440STSee05 00 5987045 1685085 P —
queue_wait_pred 166.027286 25% 4749.500008 2536000007 1800473607 1000000 2048000004 00 1000000 100000 S70415__0000000 .
queue_wait 104780.352941 50% 21924500800 13008607 1200620008 2000000 sueRGA 00 1000000 1000nate?
queve_wait_diff  -104614,325739 75% 69761.750000 a429er0] 24526600:08 2000000 BS4B00e-04 0O 1000000 100006d
dtype: floaté4 32:.9- q“ezggagf“::;gr floates 353066407 33034666408 2000000 55245008404 00 36000000 1000000
fetem / ot e e
: #caclulate r2 values for subselected data -
[18]: df['user'].describe()
get_r2_for_pred(df, “queue_wait", "queue_wait_pred")

Guidepost only allows for the interactive retrieval of “interesting” data.

Each user group’s analysis still needs to be built up manually.
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Where Guidepost Fails, and Al Naturally Fits In.

When a user identifies an interesting phenomenon in the

data, we should provide tools that help answer focused
guestions about it.

Guidepost only allows for the interactive retrieval of “interesting” data.

Each user group’s analysis still needs to be built up manually.

| @ UChicago Entity Name



Designing Al integration for notebook-based workflows.

Input Data
° [
A DataFrame LLM w/ Focused
Question
jupyter
Predicates that
Selection Object Describe the
Interactive Visualization with Export Selection
F e Provenance In-Depth
1 T Y - Statistics
B T R s Output New Analysis

Cells in Place
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Designing Al integration for notebook-based workflows.

DataFrame

Predicates that

Selection Describe the
Object Selection
In-Depth

Provenance Statistics




Designing Al integration for notebook-based workflows.

Predicates that Describe the Selection
DataFrame

# A human-readable characterization: size, the predicate, and headline shifts.
print(sel.summary())

Selection: 21,896 of 400,896 records (5.5% of population)
Predicate:
e partition € {standard-stdby, standard, gpu-h1@@-stdby, shared, ..(+14)}
e state € {COMPLETED}
Selection + state_simple € {COMPLETED}
. e submit_time € [2025-01-26T00:05:40+00:00, 2025-01-29T723:59:26+00:00]
ObjeCt + start_time € [2025-01-26T00:19:47+00:00, 2025-03-03T02:11:39+00:00]
* end_time € [2025-01-26T00:35:55+00:00, 2025-03-03T719:30:12+00:00]
e processors_used € [1, 6,656]
e day € [25, 29]
Notable:
|n-Depth e processors_used: median 3.25x population (0.03c shift)

e day: median 1.42x population (1.1070 shift)
Provenance Statistics

[27]: # Operationalize the xsamex predicate three ways — hand it to pandas, SQL, or Altair:
print("pandas :", sel.to_pandas(), "\n")
print("sql :", sel.to_sql_where(), "\n")
flt = sel.to_altair_filter()

pandas : (“partition® in ['standard-stdby', 'standard', 'gpu-h1@0-stdby', 'shared', 'sh
'long-stdby', 'bigmem', ‘debug-gpu', ‘'short-stdby', 'gpu-hl@@1', ‘project_3', 'debug-st
in ['"COMPLETED', 'FAILED', 'CANCELLED', 'TIMEOUT', 'OUT_OF_MEMORY', 'NODE_FAIL']) and (
_time® <= @pd.Timestamp("2025-01-29T723:59:26+00:00")) and ( end_time’ >= @pd.Timestamp(
3T19:30:12+00:00")) and ('day’ >= 6.0 and “day’ <= 29.0)
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Designing Al integration for notebook-based workflows.

In-Depth isti
DataFrame n-Depth Statistics

# Rich distribution of one variable, selection vs. population
# (quantiles, skew/kurtosis, a normality read, a sparkline, and the shift vs. the whole).
ifl:;i;:zz 21,896 of 400,896 records (5.5% of population) prlnt ( Se].- dESC Flbe_dlSt Flbut 10n ( "Cpu_eff" ) )

# A human-readable characterization: size, the predicate, and headline shifts.
print(sel.summary())

« partition € {standard-stdby, standard, gpu-h10@-stdby, shared, ..(+14)}
« state € {COMPLETED}
« state_simple € {COMPLETED}

Distribution of 'cpu_eff' (selection vs. population)

* submit_time € [2025-01-26T00:05:40+00:00, 2025-01-29T23:59:26+00:00]

+ start_time € [2025-01-26T00:19:47+00:00, 2025-03-03T02:11:39+00:00] n 30145 (7.5% of population)
: :::z;;l::ri_lzZéS;Dl[I’Zﬁg?g;g?:55+ﬂﬂ:D@, 2025-03-03T19:30:12+00:00] mean @ . 969 ( pop 0 . 385)
Notobig median 2.99 (pop 0.039)
s netian 1ot poptarion (o oaoTe shirty o ) std 0.141 (pop 0.447)
. . . min / max le-06 / 0.997
Selection  Predicates that Describe the 425 / q75  0.989 / 0.991 (IGR 0.002)
(:)t)' t ES I t' skew -6.66 kurtosis 42.461
normality likely non-normal (normaltest p=0)
JEB(: EB EB(: |()r1 VS pop median 25.16x, shift 1.306c
histogram | ]

[11]: sel.describe_distribution("state_simple")

[11]: Categorical distribution of 'state_simple' (selection vs. population)

n 30145 (7.5% of population)
distinct 3 (pop 7)
F)r()\/EBr]Ear1(:Ea concentration 0.221 (@ = one value, 1 = spread evenly across its values)

top categories selection population lift
COMPLETED 93.5% 50.4% 1.9x I
TIMEOUT 6.5% 4.45% 1.5x |
FAILED 0.0% 23.5% 0.0x |

over-represented: COMPLETED (1.9x)
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Designing Al integration for notebook-based workflows.

DataFrame

# A human-readable characterization: size, the predicate, and headline shifts.
print(sel.summary())

Selection: 21,896 of 400,896 records (5.5% of population)
Predicate:
« partition € {standard-stdby, standard, gpu-h10@-stdby, shared, ..(+14)}
state € {COMPLETED}
state_simple € {COMPLETED}
submit_time € [2025-01-26T00:05:40+00:00, 2025
start_time € [2025-01-26T00:19:47+0
end_time € [2025-01-26T00:35:55+00:00, 2025-03-03T19:
processors_used € [1, 6,656]
- day € [25, 29]
Notable:
« processors_used: median 3.25x population (0.03c shift)
« day: median 1.42x population (1.107¢ shift)

-29T23:59:26+00: 00]
139+ 0]
:112+00:00]

S

Selection . |
Object Predicates that Describe the

Selection

# Rich distribution of one variable, selection vs. population
# (quantiles, skew/kurtosis, a normality read, a sparkline, and the shift vs. the whole).
print(sel.describe_distribution("cpu_eff"))

Distribution of ‘cpu_eff' (selection vs. population)

n 30145 (7.5% of population)

mean 0.969  (pop 0.385)

median 0.99  (pop 0.039)

std 0.141  (pop 0.447)
rovenance

Q25 / a75  0.989 / 0.991  (IQR 0.002)

skew -6.66  kurtosis 42.461

normality  likely non-normal (normaltest p=0)

vs pop median 25.16x, shift 1.3060

histogran ]

[11]: sel.describe_distribution("state_sinple")

[11]: Categorical distribution of 'state_simple' (selection vs. population)
n 30145 (7.5% of population)

distinct 3 (pop 7)
concentration 0.221 (0 = one value, 1 = spread evenly across its values)
top categories selection population lift
COMPLETED 93.5%  50.4%  1.0x [N
TIMEOUT 6.5% 4.4%  15x |
|

FAILED 0.0%
over-represented: COMPLETED (1.9x)

In-Depth Statistics

23.5% 0.0x
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Designing Al integration for notebook-based workflows.

DataFrame

# A human-readable characterization: size, the predicate, and headline shifts.

“Do busy weeks on the system have higher failure
etection 21,55 of 488,85 recards (5.5 of poputation) rates for jobs?”

Predicate:
« partition € {standard-stdby, standard, gpu-h10@-stdby, shared, ..(+14)}
state € {COMPLETED}
state_simple € {COMPLETED}
submit_time € [2025-01-26T00:05:40+00:00, 2025
start_time € [2025-01-26T00:19:47+0
end_time € [2025-01-26T00:35:55+00:00, 2025-03-03T19:
processors_used € [1, 6,656]
- day € [25, 29]
Notable:
« processors_used: median 3.25x population (0.03c shift)
« day: median 1.42x population (1.107¢ shift)

-29T23:59:26+00: 00]
139+ 0]
:112+00:00]

S

Selection . |
Object Predicates that Describe the

Selection
LLM Calling Interface

# Rich distribution of one variable, selection vs. population
# (quantiles, skew/kurtosis, a normality read, a sparkline, and the shift vs. the whole).
print(sel.describe_distribution("cpu_eff"))

Distribution of ‘cpu_eff' (selection vs. population)

n 30145 (7.5% of population)

mean 0.969  (pop 0.385)

median 0.99  (pop 0.039)

std 0.141  (pop 0.447)
rovenance

Q25 / a75  0.989 / 0.991  (IQR 0.002)

skew -6.66  kurtosis 42.461

normality  likely non-normal (normaltest p=0)

vs pop median 25.16x, shift 1.3060

histogran ]

[11]: sel.describe_distribution("state_sinple")

[11]: Categorical distribution of 'state_simple' (selection vs. population)
n 30145 (7.5% of population)

distinct 3 (pop 7)
concentration 0.221 (0 = one value, 1 = spread evenly across its values)
top categories selection population lift
COMPLETED 93.5%  50.4%  1.0x [N
TIMEOUT 6.5% 4.4%  15x |
|

FAILED 0.0%
over-represented: COMPLETED (1.9x)

In-Depth Statistics

23.5% 0.0x
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Designing Al integration for notebook-based workflows.

DataFrame

# A human-readable characterization: size, the predicate, and headline shifts.

“Do busy weeks on the system have higher failure
etection 21,55 of 488,85 recards (5.5 of poputation) rates for jobs?”

Predicate:
« partition € {standard-stdby, standard, gpu-h10@-stdby, shared, ..(+14)}
state € {COMPLETED}
state_simple € {COMPLETED}
submit_time € [2025-01-26T00:05:40+00:00, 2025
start_time € [2025-01-26T00:19:47+0
end_time € [2025-01-26T00:35:55+00:00, 2025-03-03T19:
processors_used € [1, 6,656]
- day € [25, 29]
Notable:
« processors_used: median 3.25x population (0.03c shift)
« day: median 1.42x population (1.107¢ shift)

-29T23:59:26+00: 00]
139+ 0]
:112+00:00]

S

Selection . |
Object Predicates that Describe the

Selection |
selection.analyze

# Rich distribution of one variable, selection vs. population
# (quantiles, skew/kurtosis, a normality read, a sparkline, and the shift vs. the whole).
print(sel.describe_distribution("cpu_eff"))

Distribution of ‘cpu_eff' (selection vs. population)

n 30145 (7.5% of population)

mean 0.969  (pop 0.385)

median 0.99  (pop 0.039)

std 0.141  (pop 0.447)
rovenance

Q25 / a75  0.989 / 0.991  (IQR 0.002)

skew -6.66  kurtosis 42.461

normality  likely non-normal (normaltest p=0)

vs pop median 25.16x, shift 1.3060

histogran ]

[11]: sel.describe_distribution("state_sinple")

[11]: Categorical distribution of 'state_simple' (selection vs. population)
n 30145 (7.5% of population)

distinct 3 (pop 7)
concentration 0.221 (0 = one value, 1 = spread evenly across its values)
top categories selection population lift
COMPLETED 93.5%  50.4%  1.0x [N
TIMEOUT 6.5% 4.4%  15x |
|

FAILED 0.0%
over-represented: COMPLETED (1.9x)

In-Depth Statistics

23.5% 0.0x
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Designing Al integration for notebook-based workflows.

“Do busy weeks on the system have higher failure
rates for jobs?”

DataFrame

# A human-readable characterization: size, the predicate, and headline shifts.
print(sel.summary())

Selection: 21,896 of 400,896 records (5.5% of population)
Predicate:
« partition € {standard-stdby, standard, gpu-h10@-stdby, shared, ..(+14)}
state € {COMPLETED}
state_simple € {COMPLETED}
submit_time € [2025-01-26T00:05:40+00:00, 2025
start_time € [2025-01-26T00:19:47+0
end_time € [2025-01-26T00:35:55+00:00, 2025-03-03T19:
processors_used € [1, 6,656]
- day € [25, 29]
Notable:
« processors_used: median 3.25x population (0.03c shift)
« day: median 1.42x population (1.107¢ shift)

-29T23:59:26+00: 00]
139+ 0]
:112+00:00]

S

selection.analyze(

Selection . |
Object Predicates that Describe the

Selection

VIS Code Cell

# Rich distribution of one variable, selection vs. population
# (quantiles, skew/kurtosis, a normality read, a sparkline, and the shift vs. the whole).
print(sel.describe_distribution("cpu_eff"))

Distribution of ‘cpu_eff' (selection vs. population)

n 30145 (7.5% of population)

mean 0.969  (pop 0.385)

median 0.99  (pop 0.039)

std 0.141  (pop 0.447)
rovenance

Q25 / a75  0.989 / 0.991  (IQR 0.002)

skew -6.66  kurtosis 42.461

normality  likely non-normal (normaltest p=0)

vs pop median 25.16x, shift 1.3060

histogran ]

[11]: sel.describe_distribution("state_sinple")

[11]: Categorical distribution of 'state_simple' (selection vs. population)
n 30145 (7.5% of population)

distinct 3 (pop 7)
concentration 0.221 (0 = one value, 1 = spread evenly across its values)
top categories selection population lift
COMPLETED 93.5%  50.4%  1.0x [N
TIMEOUT 6.5% 4.4%  15x |
|

FAILED 0.0%
over-represented: COMPLETED (1.9x)

In-Depth Statistics

23.5% 0.0x
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Designing Al integration for notebook-based workflows.

“Do busy weeks on the system have higher failure
rates for jobs?”

DataFrame

# A human-readable characterization: size, the predicate, and headline shifts.
print(sel.summary())

Selection: 21,896 of 400,896 records (5.5% of population)
Predicate:
« partition € {standard-stdby, standard, gpu-h10@-stdby, shared, ..(+14)}
state € {COMPLETED}
state_simple € {COMPLETED}
submit_time € [2025-01-26T00:05:40+00:00, 2025
start_time € [2025-01-26T00:19:47+0
end_time € [2025-01-26T00:35:55+00:00, 2025-03-03T19:
processors_used € [1, 6,656]
- day € [25, 29]
Notable:
« processors_used: median 3.25x population (0.03c shift)
« day: median 1.42x population (1.107¢ shift)

-29T23:59:26+00: 00]
139+ 0]
:112+00:00]

S

selection.analyze(

Selection . |
Object Predicates that Describe the

Selection

VIS Code Cell

# Rich distribution of one variable, selection vs. population
# (quantiles, skew/kurtosis, a normality read, a sparkline, and the shift vs. the whole).
print(sel.describe_distribution("cpu_eff"))

Distribution of ‘cpu_eff' (selection vs. population)

n 30145 (7.5% of population)

mean 0.969  (pop 0.385)

median 0.99  (pop 0.039)

std 0.141  (pop 0.447)
rovenance

Q25 / a75  0.989 / 0.991  (IQR 0.002)

skew -6.66  kurtosis 42.461

normality  likely non-normal (normaltest p=0)

vs pop median 25.16x, shift 1.3060

histogran ]

[11]: sel.describe_distribution("state_sinple")

[11]: Categorical distribution of 'state_simple' (selection vs. population)
n 30145 (7.5% of population)

distinct 3 (pop 7)
concentration 0.221 (0 = one value, 1 = spread evenly across its values)
top categories selection population lift
COMPLETED 93.5%  50.4%  1.0x [N
TIMEOUT 6.5% 4.4%  15x |
|

FAILED 0.0%
over-represented: COMPLETED (1.9x)

In-Depth Statistics

23.5% 0.0x
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Designing Al integration for notebook-based workflows.

“Do busy weeks on the system have higher failure rates for jobs?”

Do busv weeks (top-quartile job volume) have higher job failure rates?
Do busy weeks (top-quartile job volume) have higher job failure rates?

100% . ! _ Load regime
Diff (busy - not busy) = -0.0691 | Welch t =-0.95, p = 0:.3573 | weekly-count 75th pct = 17814 jobs Not busy
90% — : Busy (top quartile)
1
1
o, _| & o |
s 80% o U
o~ 1
w S |
o &4 70%- 1
g & |
1
S !
S 9 60%- i
w = 1
- X
24 |
8 @ 50%- 4
o " 1
2 .
& 5 40%- ° ® :
Q > |
o< (]
=3 30%- .. L4 !
= o [ e d I
®eo o 0 !
20% ® o @
1
o 1
&
| o
10% — |
1
1
. 1
0% T T T T T T T T T T T T T T T T T T T 1
0 4,000 8,000 12,000 16,000 20,000 24,000 28,000 32,000 36,000 40,000

Jobs queued in week (weekly volume)
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Our two barriers and the solutions.

Download and No quarantees of accurate
manual integration Manual data uploads translation between natural
into notebook and to proprietary No provenance on production lanquage and visual
analysis workflows. software platform. of visualizations and report. representation.
Workflow Integration Translation Fidelity
« Provide tools for . : * Scaffolding LLM
users to move from et At ,‘f“f?i?‘ff’f????““"?“"i"f:Ffff'f'?j;jf;j:?“ﬁ?‘!’"?Hf‘?'f’ ot et o e o thought W|th formal
exploratory analysis [ grammars shows
to focused II “I “ promise but needs
hypothesis testing. | w i I more work

£, & & L8 Je‘?@
PSP APPSO

« Semantic invariants
allow us to measure
- systematically how
~ : translations drift
™ across
representations

« Design tools to work
with analysis
platforms like Jupyter

mmmmm
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Thank you! :D
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Successful i1integration of LLM workflows
into HPC analysis will require multiple
interventions to address diverse 1ssues

Connor Scully-Allison
DA cscully@uchicago.edu
Ohttps://github.com/cscully-allison ////

Argonne &

NATIONAL LABORATORY

NATIONAL
LABORATORY
OF THE ROCKIES

B Lawrence Livermore
National Laboratory

S pip install guidepost
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Publicly available

Configurations

Group By: X Axis Variable: Y Axis Variable: Color Variable: Color Aggregation Method: ~ Categorical Bar Chart:

QUEUE_NAME v QUEUED_TIMESTAMP v QUEUED_WATT_SECONDS v NODES_USED v avg v | | SIZE_BUCKETS3

Views grouped by: "QUEUE_NAME"

RECENTLY UPDATED WITH
NEW FUNCTIONALITY!

E

NODES_USED (avg)

| Argonne &

E B NATIONAL LABORATORY

QUEUED_WAIT_SECONDS(log)

COMPATIBLE WITH ALL

"22& e OF THE ROCKIES

NATIONAL

UNKNOWN

B Lawrence Livermore
National Laboratory
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